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a b s t r a c t

In this paper, based on the currentmainstreammulti-core architecture of parallel computer
and the robust structured multifrontal factorization (in brief, RSMF) method, we propose a
multi-core parallelization of RSMF (in brief, MRSMF) method. MRSMF method parallelizes
the nested dissection ordering, symbolic decomposition and numerical decomposition of
RSMF method, which aims to implement these operations on the multi-core parallel ma-
chine. Themulti-core parallelization of symbolic decomposition andnumerical decomposi-
tion are based on the binary elimination tree. Numerical experiments show that theMRSMF
method is effective.

© 2015 Elsevier B.V. All rights reserved.

1. Introduction

A wide variety of phenomena can be described by Partial Differential Equations (PDEs). Typically, these equations can
be solved efficiently by means of finite difference/element/volume methods. The finite approximations of these problems
result in large and sparse linear systems. The linear solvers mainly fall into two categories—direct and iterative methods.
Direct methods are reliable and are efficient for multiple right-hand sides, but are often expensive due to the generation
of fill-in or loss of sparsity. Iterative methods take good advantage of sparsity and require less storage, but may diverge or
converge slowly if no effective preconditioners are available.

Assume we have a system

Ax = b,

where A is an N × N symmetric positive definite (SPD) matrix. If A arises from the discretization of some PDEs, it may be
associated with a mesh. In the direct solution of the system, A or the mesh points can be reordered so as to reduce fill-in.
For example, the nested dissection ordering [1] and its generalizations can be used to get nearly optimal exact factorization
complexity, which is generally O(N3/2) in 2D or O(N2) in 3D [2]. In nested dissection, a mesh is recursively divided with
separators (small sets of mesh points).

✩ The project is supported in partly by Natural Science Foundation of China (61202098, 91430218, 61170309, 91130024) and Aeronautical Science
Foundation of China (2013ZD55006) and Chinese Postdoctoral Science Foundation (2014M552001).
∗ Corresponding author.

E-mail addresses: zeyao_mo@iapcm.ac.cn (Z.-y. Mo), xianyu_zuo@henu.edu.cn (X.-y. Zuo) .

http://dx.doi.org/10.1016/j.cam.2015.09.012
0377-0427/© 2015 Elsevier B.V. All rights reserved.

http://dx.doi.org/10.1016/j.cam.2015.09.012
http://www.elsevier.com/locate/cam
http://www.elsevier.com/locate/cam
http://crossmark.crossref.org/dialog/?doi=10.1016/j.cam.2015.09.012&domain=pdf
mailto:zeyao_mo@iapcm.ac.cn
mailto:xianyu_zuo@henu.edu.cn
http://dx.doi.org/10.1016/j.cam.2015.09.012


X.-y. Zuo et al. / Journal of Computational and Applied Mathematics 296 (2016) 36–46 37

CPU Core 
and

L1 Caches

CPU Core 
and

L1 Caches

Bus Interface 
and

L2 Caches

Back side

Front side

Fig. 1. Dual-core CPU hardware architecture.

In the recent years, nearly linear complexity structured approximate factorization methods have been developed based
on a low-rank property. It has been noticed that, during the direct solution of some PDEs such as elliptic equations, certain
off-diagonal blocks of the intermediate densematrices or fill-in have small numerical ranks [3–7]. This property can be used
to improve the computational efficiency, with dense intermediate matrices approximated by rank structured matrices such
as quasiseparable, semiseparable, or hierarchical matrices [3,8–11]. This idea is widely used in the development of new fast
algorithms. Related techniques have also been shown very useful in high performance scientific computing [12–14]. Rank
structured methods can be fully integrated into sparse matrix techniques to provide new fast solvers. In [15], structured
sparse factorization algorithms are proposed based on the multifrontal method [16,17] and the robust hierarchically
semiseparable (HSS) Cholesky factorization algorithm in [18].

Some remarkable progress was made in the development of parallel algorithms and software for sparse direct meth-
ods in the past two decades [19]. Hadfield [20] laid the theoretical foundation for a general unsymmetric pattern parallel
multifrontal algorithm with partial pivoting. Demmel, Gilbert, and Li [21,22] developed one of the first scalable algorithms
and software (SuperLU) for solving unsymmetric sparse systems without partial pivoting. Gupta et al. [23] developed the
framework for highly scalable parallel formulations of symmetric sparse factorization based on the multifrontal method
(see tutorial by Liu [17] for details), and demonstrated scalable performance of an industrial strength implementation of
their algorithms on thousands of cores [24]. Amestoy et al. [25,26] developed parallel algorithms and software (MUMPS)
that incorporated partial pivoting for solving unsymmetric systemswith (either natural or forced) symmetric pattern. Davis
et al. [27,28] developed an unsymmetric-pattern multifrontal method and software (UMFPACK). Wang et al. [14] developed
a set of novel parallel algorithms for key HSS operations that are used for solving large linear systems.

The rapid hardware shifts from single core to multi-core andmany-core processors lead to a gap in the progression of al-
gorithms and programming environments for these platforms—the parallel models for large clusters do not fully utilize the
performance capability of the multi-core and many-core CPUs [29]. Software stack needs to run adequately on the current
computing devices in order to exploit the potential of these new systems. Amulti-core processor is a single computing com-
ponent with two ormore independent actual processors (called ‘‘cores’’), which are the units that read and execute program
instructions [30]. The instructions are ordinary CPU instructions such as add, move data, and branch, but the multiple cores
can run multiple instructions at the same time, increasing overall speed for programs amenable to parallel computing [31].
Manufacturers typically integrate the cores onto a single integrated circuit die (known as a chip multiprocessor or CMP), or
onto multiple dies in a single chip package. Fig. 1 shows the diagram of a generic dual-core processor, with CPU-local level 1
caches, and a shared, on-die level 2 cache.

The hardware shifts and emerging multi-core and many-core devices cause a significant software impact. The largest
problem arises from the fact that old legacy codes are not able to automatically take advantage of the new hardware tech-
nologies. Due to the growing peak performance gap between single core and multi-core/many-core devices, the single-
threaded programs tend to perform even worse on the emerging platforms. Thus, especially in the scientific computing,
many of the programs have to be re-programmed and re-designed in order to achieve full utilization of these new sys-
tems [29].Most applications, however, are not accelerated somuchunless programmers invest a prohibitive amount of effort
in re-factoring the whole problem [32]. Therefore, the parallelization of software is a significant ongoing topic of research.

The rest of this paper is organized as follows. Section 2 reviews the robust structured multifrontal factorization method.
The detailed of RSMFmethod and its performance analysis are discussed in Section 3. Section 4demonstrates the efficiency of
theMRSMFmethodwith numerical experiments in terms of themodel problem and twomatrixmarket problems. Section 5
gives some general remarks.
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Fig. 2. Separators in nested dissection.

2. Robust structured multifrontal factorization method

2.1. Robust HSS Cholesky factorization

Given a dense real SPD matrix F , we can use the method in [18] to compute an approximate Cholesky factorization
F = (≈)LLT , where L is a lower triangular HSS matrix. LLT generally exists for any given approximation accuracy. The
fundamental idea can be illustrated in terms of a block 2 × 2 SPD matrix. Factorize the (1, 1) block of the following matrix:

F =


F1,1 F T

2,1
F2,1 F2,2


=


D1

F2,1D−T
1 I


DT
1 D−1

1 F T
2,1

S


,

where F1,1 = D1DT
1 is the Cholesky factorization of F1,1, and S = F2,2−(F2,1D−T

1 )(D−1
1 F T

2,1) is the Schur complement. Compute
an SVD F2,1D−T

1 = U2BT
1U

T
1 + Û2B̂T

1 Û
T
1 , where all the singular values greater than a tolerance t are in B1. (The number of

singular values in B1 is the off-diagonal numerical rank r.) Then

F ≈


D1

U2BT
1U

T
1 I


DT
1 U1B1UT

2
S̃


where S̃ is an approximate Schur complement given by

S̃ = F2,2 − U2B2
1U

T
2 = S + O(τ 2).

That is, a positive semidefinite term is implicitly added to the Schur complement. Then a Cholesky factorization S̃ = D2DT
2

yields

F ≈ LLT , L =


D1

U2BT
1U

T
1 D2


.

Therefore, we obtain an approximate Cholesky factor L which is a block 2 × 2 HSS form. It is also shown in [18] that, with
certain modifications, L can work as an effective preconditioner when the low-rank property is insignificant. That is, if the
HSS rank of A for a small tolerance is large, L can be obtained by manually choosing a small rank r (and a large tolerance).
The idea can be generalized to multiple blocks so that L is a general lower-triangular HSS matrix.

2.2. Nested dissection ordering

Consider the mesh used in the discretization as an undirected graph G = (V ; E). Each vertex i ∈ V corresponds to a row
and a column of A, and each edge (i, j) ∈ E corresponds to entries aij = aji ≠ 0. Nested dissection recursively divides the
mesh into subregions with separators [1]. At the first level, a separator divides the entire grid into two subregions (plus the
separator itself). The two subregions are further divided recursively. See Fig. 2.

Lower level separators are ordered before upper level ones. During the factorization of A, the elimination of a mesh point
mutually connects points which are previously connected to it [33,34]. This creates fill-in. For simplicity of presentations,
we look at an n × n regular mesh such as the one in Fig. 2. After reordering, the matrix A has nonzero pattern as shown in
Fig. 3. Then clearly, the nodes in the top level separator are mutually connected and form a dimension O(n) dense matrix
whose exact factorization costs at least O(n3) flops.
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Fig. 3. Nonzero pattern of A after the nested dissection ordering.

2.3. Multifrontal method

The multifrontal method [16,17] reorganizes the sparse Cholesky factorization A = LLT into local factorizations of
intermediate dense matrices, where L is lower triangular. The factorization is conducted following a tree called elimination
tree, or more generally, an assembly tree. In general, an elimination tree T has n nodes and a node p is the parent of i if and
only if

p = min{j > i| L|j×i ≠ 0},

where L|j×i represents the (j, i) entry of L. Use T [i] to denote the subtree of T with root i. Let Ni ≡ {j1, j2, . . . , jd} be the set
of row indices of nonzeros in L:,i (the ith column of L) with i excluded. The ith frontal matrix is defined to be

Fi =


A|i×i (A|Ni×i)

T

A|Ni×i 0


−


j∈T [i]�i

L|(i∪Ni)×j(L|(i∪Ni)×j)
T .

One step of elimination applied to Fi provides the column L|(i∪Ni)×i:

Fi =


L|i×i 0
L|Ni×i I


(L|i×i)

T (L|Ni×i)
T

0 Ui


,

where Ui is the contribution from T [i] to p and is called the ith update matrix:

Ui = −


j∈T [i]

L|Ni×j(L|Ni×j)
T .

Update matrices are used to form upper level frontal matrices. This process is called an extend-add operation, which
matches indices and add entries, denoted

Fi =


A|i×i (A|Ni×i)

T

A|Ni×i 0


Uc1 Uc2 . . . Ucq ,

where nodes c1, c2, . . . , cq are the children of i in the elimination tree. The elimination process then repeats along the
elimination tree.

2.4. Structured supernodal multifrontal factorization

Here, we use nested dissection to reorder A and to produce a binary tree T as the assembly tree in a supernodal version
of the multifrontal method, where each separator is treated as a node in the tree. Fig. 4(i) shows the assembly tree for the
mesh in Fig. 2.

Assume the root of T is at level 0, and the leaves are at the largest level. For a separator i, let Ni ≡ {j1, j2, . . . , jd} be the
set of neighbor separators of i at the same or upper levels of i in T . Also let tj denote the index set of the neighbor j in A, and
let t̂j denote the subset of tj that is connected to i due to lower level eliminations. The frontal matrix Fi is formed by the
block form extend-add operation

Fi = F 0
i Uc1 Uc2 , F 0

i ≡


A|ti×ti (A|(∪d

j=1 t̂j)×ti
)T

A|(∪d
j=1 t̂j)×ti

0


,
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Fig. 4. (i) Supernodal elimination tree T (ii) Robust structured multifrontal factorization.

where c1 and c2 are the children of i. For notational convenience, rewrite Fi as

Fi ≡


Fi,i F T

Ni,i
FNi,i FNi,Ni


.

In our structuredmultifrontal method, we set a switching level ls so that if a separator i is at level l of T and l > ls, we use
exact Cholesky factorizations, and otherwise, we use HSS Cholesky factorizations. Similar to [7], this can help minimize the
cost, which is smaller than using structured factorizations at all levels as in [35] by a factor up to O(logn). This is justified by
Theorem 1 in [15]. Here, we only need to describe the structured factorization part (see Fig. 4(ii)), that is robust structured
multifrontal factorization method (in brief, RSMF). The RSMF method can be presented in algorithm form as:

Algorithm 1 (Robust Structured Multifrontal Factorization [15]).

(1) Mesh ordering: Use nested dissection to order the mesh points. Build a postordering elimination tree with m nodes.
(2) Symbolic factorization: Decide the switching level ls. Based on the connections of separators and off-diagonal numerical

ranks (or storage restriction), predict the structure of the factor. Allocate storage for update matrix stacks and the
structured factor.

(3) Numerical factorization: For separators i = 1, . . . ,m
(a) If i is a leaf node, set Fi to be the ith initial frontal matrix.
(b) If i is at level li > ls

i. Apply the traditional Cholesky factorization to partially factorize Fii until separator i is eliminated.
ii. Compute Ui, the Schur complement.
else
i. Apply the HSS structured Cholesky factorization to partially factorize Fii until separator i is eliminated.
ii. Compute Ui with a low-rank update.

(c) If i is a left node, push Ui onto the update matrix stack.
(d) If i is a right node, pop an update matrix Uj from the update matrix stack (j is the sibling of i). Use the traditional

extend-add procedure to obtain the frontal matrix of the parent node of i.

About the complexity of Algorithm 1, we could get the following theorem from [15].

Theorem 1. Assume Algorithm 1 is used to factorize a discretized matrix A on an n×n regular mesh, and the elimination tree is a
complete binary tree. Also assume the numerical ranks of all HSS off-diagonal blocks of the frontal matrices in the factorization are
bounded by r. Then the complexity of Algorithm 1 is O(rn2 log2 n), if the elimination tree has l = 2| log2 n| levels with the switch
level ls chosen such that the cost for the bottom level standard factorizations is the same as the cost for upper level structured
factorizations. In such a situation, the storage for the structured factor is O(n2 log2(r log2 n)).
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3. Multi-core parallelization of RSMF method

3.1. Multi-core parallelization of nested dissection ordering

Let G be the adjacency graph of a sparse SPD matrix A so that G is undirect. Assume that G can be partitioned into two
independent subgraphs G1 and G2 by separator S. The vertices in G1 are firstly ordered, and then the vertices in G2, lastly in
separator S, the nonzero pattern of A as following

B = PTAP =

A11 A13
A22 A23

A31 A32 A33


where A11, A22 and A33 are corresponding with the interior edges of G1,G2 and S respectively. The A13 and A23 express the
edges between G1,G2 and S respectively. Let B = LU , the nonzero elements of factor U will only be appeared in position of
A13 and A23.

The two subgraphs G1 and G2 are further divided recursively. Let S(1)
1 and S(1)

2 be separators correspondingwith G1 and G2

respectively.G1 is further partitioned into two independent subgraphsG(1)
1 andG(2)

1 by separator S(1)
1 .G2 is further partitioned

into two independent subgraphs G(1)
2 and G(2)

2 by separator S(1)
2 . Label sequence of vertices are G1

1,G
2
1, S

(1)
1 ,G1

2,G
2
2, S

(1)
2 , then

the nonzero structure of B as following

B =



A(1)
11 A(13)

11 A(1)
13

A(2)
11 A(23)

11 A(2)
13

A(31)
11 A(32)

11 A(s)
11 A(s)

13
A(1)
22 A(13)

22 A(1)
23

A(2)
22 A(23)

22 A(2)
23

A(31)
22 A(32)

22 A(s)
22 A(s)

23
A(1)
31 A(2)

31 A(s)
31 A(1)

32 A(2)
32 A(3)

32 A33


.

If the elements of factor U are not zero, their position must be corresponding with the nonzero position of B. Lower level
separators are ordered before upper level ones. In this way, the subgraphs are further partitioned recursively until satisfying
the terminational conditions.

We order the mesh points by using nested dissection (see Figs. 2 and 3). The separators are then treated as nodes in the
elimination tree T . Fig. 4(i) shows the elimination tree for the mesh in Fig. 3. When the size of the bottom level separators
is specified, we can get a binary tree as the elimination tree of separators. The binary elimination tree can be used in
the symbolic and numerical factorization. From the above, we know that the nested dissection ordering of the adjacency
graph of a sparse SPD matrix A is a recursive process. When dual-core used, the first step is serially executed, and then
the two independent subregions are dissected synchronously. Quad-core and octa-core parallelization are further executed
recursively.

3.2. Multi-core parallelization of the symbolic factorization

Consider a direct method to solve a sparse system of linear equations Ax = b, which is the Gaussian elimination. This
elimination consists in explicitly factoring the matrix A into the product of L and U , where L is a unit lower triangular
matrix, and U is an upper triangular matrix, followed by solving LUx = b. One of the main characteristics of the sparse
LU factorization is the fill-in elements, which means that an element that was zero in the original matrix A, but becomes
nonzero during the factorization. These fill-ins can be computed without referring to the numerical values of the matrix,
and to be able to allocate memory and to organize computations before calculating the numerical values of the factors, that
is the symbolic factorization. It is necessary to execute the symbolic factorization before the numerical factorization in order
to implement an efficient sparse factorization.

For SPD matrices, the symbolic factorization can be expressed by a tree structure, called the elimination tree, that
represents the transitive reduction of the graph of the Cholesky factor [36]. In this paper, the multi-core parallelization
of the symbolic factorization is processed along the post-order traverse sequence of the binary elimination tree. We always
can get a full binary elimination tree by restricting the minimal number of vertices in a separator. Let the total number of
levels of the elimination tree is three, the symbolic factorization of the four subtrees corresponding to the left and right
children nodes can be executed synchronously when quad-core used. After that, the symbolic factorization of the left and
right subtrees of the root node can be executed synchronously based on post-order traverse by using dual-core. Lastly, the
symbolic factorization of the root is executed serially on the master core. When the total number of levels is increasing, the
parallelization of the symbolic factorization on octa-core is similar with the quad-core. Fig. 5 shows the parallel symbolic
factorization process based on octa-core.
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Fig. 5. Multi-core parallelization of the symbolic and numerical factorization.

3.3. Multi-core parallelization of the numerical factorization

There are several issues that need to be considered when talking about parallel algorithms for Cholesky factorization
about one SPDmatrixA. The level of task decomposition and strategywhichwill be used tomap tasks to computing resources
are probably the most important ones. Task can be seen as a process in the computation, while the computing resource is
a runner of the task. Several tasks may be assigned to a single computing resource. This is another important issue that
influences algorithm efficiency: the strategy and the level used to map tasks to computing resources available [37].

In this paper, similar to the parallelization process of the symbolic factorization, the multi-core parallelization of the
numerical factorization is also processed along the post-order traverse sequence of the binary elimination tree. When
octa-core used, firstly, the numerical factorization of the eight subtrees on the fourth level could be executed synchronously.
Then, the eight subtrees will be further combined into four subtrees on the third level, that is, the nodes on the third
level and its left and right child nodes be merge one bigger subtree. The numerical factorization of these four subtrees
could be computed synchronously based on quad-core. And then we could do the parallel computing about the numerical
factorization of the left and right subtree of the root node (the root is the first level) on dual-core. Lastly, the numerical
factorization of the root node will be executed serially on the master core. Fig. 5 shows the parallel numerical factorization
process based on octa-core.

Let the current level subtrees be executed on 2k cores, then to effectivelymerge the local data on 2k cores and execute the
numerical factorization synchronously on 2k−1 cores is themain work in the numerical factorization process. It is important
to transfer the local numerical factorization results of the left and right subtrees effectively in these combining process,
which directly affects the total parallel efficiency.

3.4. MRSMF method

We can get the following multi-core parallel RSMF method (in brief, MRSMF) based on the parallelization of the nested
dissection ordering, symbolic factorization and numerical factorization. Algorithm 2 demonstrates the MRSMF method.

Algorithm 2 (Multi-core Parallel RSMF Method).

(1) Multi-core parallel mesh ordering: Use nested dissection to order the mesh points. Build a postordering elimination
tree withm nodes.

(2) Multi-core parallel symbolic factorization: Decide the switching level ls. Based on the connections of separators and
off-diagonal numerical ranks (or storage restriction), predict the structure of the factor. Allocate storage for update
matrix stacks and the structured factor.

(3) Numerical factorization:
(3.1) OMP PARALLEL

Number of thread, nt: OMP_GET_THREAD_NUM()
f (t) and l(t) are the first and the last node eliminated by thread nt .
For separators i = f (t), . . . , l(t)
(a) If i is a leaf node, set Fi to be the ith initial frontal matrix.
(b) If i is at level li > ls

i. Apply the traditional Cholesky factorization to partially factorize Fii until separator i is eliminated.
ii. Compute Ui, the Schur complement.
else
i. Apply the HSS structured Cholesky factorization to partially factorize Fii until separator i is eliminated.
ii. Compute Ui with a low-rank update.

(c) If i is a left node, push Ui onto the update matrix stack.
(d) If i is a right node, pop an updatematrixUj from the updatematrix stack (j is the sibling of i). Use the traditional

extend-add procedure to obtain the frontal matrix of the parent node of i.
(3.2) Merge the local data in 2k cores, and then execute the (3.1) step in 2k−1 cores.
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In Algorithm 2,OMPPARALLEL in the (3.1) step demonstrates that the computationwork about (3.1) stepwill be parallel
execution through using OpenMP parallel programming technology. TheOMP_GET_THREAD_NUM() function could get the
index of one thread activated, that is nt . Then, f (t) and l(t) indicate the first and the last node eliminated by the thread nt
respectively, which means the loop execute l(t) − f (t) times.

3.5. Load balance analysis

Load balancing among threads about an application work is critical to the total parallel performance. The key objective
for load balancing is tominimize idle time about every thread. Sharing theworkload equally across all threads withminimal
work sharing overheads results in fewer cycles wasted with idle threads not advancing the computation, and thereby leads
to improved performance. However, achieving perfect load balance is non-trivial, and it depends on the parallelism within
the application, workload, the number of threads, load balancing policy, and the threading implementation [38].

An idle core during computation is a wasted resource, and when effective parallel execution could be running on that
core, it increases the overall execution time of a threaded application. Similarly, idle threads are wasted resources in
multithreaded executions. An unequal amount of work being assigned to threads results in a condition known as a ‘‘load
imbalance’’. The greater the imbalance, the more threads will remain idle and the greater the time needed to complete
the computation. The more equitable the distribution of computational tasks to available threads, the lower the overall
execution time will be [38]. Load balancing policies may be either static or dynamic. Static load balancing policies are
generally based on the information about the average behavior of system; transfer decision are independent of the actual
current system state. Dynamic policies, on the other hand, react to the actual current system state in making transfer
decisions. This makes dynamic policies necessarily more complex than static ones. In this paper, we mainly concern the
static load balancing policy based on the elimination tree.

As we know, the more equitable the distribution of computational tasks to available threads, the lower the overall
execution time will be. We can get a full binary elimination tree through using the 2-way nested dissection program
in METIS [39]. Figs. 2 and 4(i) show the process of 2-way nested dissection and the corresponding supernodal binary
elimination tree respectively. In this case, the distribution of computational tasks to available 2k(k = 0, 1, 2, . . .) threads
are usually equivalent. Take the process of nested dissection for example, the fifteenth separator, that is the root, is produced
serially on the master core, the separators 7 and 14 can be produced at the same time based on dual-core, then using
quad-core, the separators 3, 6, 10 and 13 can be produced synchronously. This process can be recursively executed through
using 2k cores. The parallel load balancing of the symbolic and numerical factorizations are similar with this process, except
that the execution order is from bottom to top. Based on this static load balancing policy, we would achieve good load-
balance of the MRSMF method, which have been proved in the following numerical experiments results.

4. Numerical experiments

4.1. Example 1

We first demonstrate the efficiency of MRSMF method for the standard 5-point discretized Laplacian from the 2D
Poisson’s equation with a Dirichlet boundary condition:

− △ u = f, u ∈ R2,

where A is a 5-diagonal sparse SPD matrix:

A =


T −I 0

−I
. . .

. . .

. . .
. . . −I

0 −I T

 , T =


4 −1 0

−1
. . .

. . .

. . .
. . . −1

0 −1 4

 .

Note we can also use the 9-point or other stencils (this is because the actual entries or nonzero patterns are not referenced
in the descriptions of RSMF or MRSMF method).

Here, we let thematrix sizeN range from 2402 to 12002, switching level from 6 to 13, the tolerance τ be 1.0E−05 and the
exact solution be x∗

= (1, 1, . . . , 1)T . Experiments are done on anDawn5000Awith 380 computational nodes and 2 Intel(R)
Xeon(R)CPU with quad-core. All programs are written in Fortran 90, and double precision arithmetic is used. Programming
mode is the master–slave, that is, the master thread is responsible for data collection and processing and slave threads have
local private data respectively.

Table 1 demonstrates the experimental results of the total execution time, where the part of the triangular solution is
computed serially for all cases and this part of time will also be used in the calculation of parallel speedup. At the same
time, the experimental results of the numerical factorization time are demonstrated in Table 2. The results show that the
MRSMF method is effective and the improvement becomes more and more remarkable with the increase of the problem
size. The parallel performance are also given in Fig. 6, where dual-core is the speedup based on dual-core, quad-core is
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Fig. 6. Experimental results of speed-up.

Table 1
Experimental results of total execution time.

Mesh size N 2402 3602 4802 6002 7202 8402 9602 10802 12002

Single core 0.871 2.340 4.770 8.395 13.37 21.09 29.45 41.54 54.54
Dual-core 0.547 1.414 2.777 4.809 7.656 11.85 16.60 23.69 30.17
Quad-core 0.414 1.008 1.926 3.332 5.254 7.902 11.06 15.95 19.77
Octa-core 0.355 0.789 1.605 2.715 4.391 6.523 8.895 12.51 15.33

Table 2
Experimental results of numerical factorization time.

Mesh size N 2402 3602 4802 6002 7202 8402 9602 10802 12002

Single core 0.359 0.984 1.790 2.77 3.91 5.58 7.90 9.92 13.3
Dual-core 0.207 0.551 1.010 1.56 2.13 2.96 4.50 5.54 7.18
Quad-core 0.152 0.367 0.645 1.03 1.43 1.97 2.82 3.65 4.68
Octa-core 0.117 0.285 0.543 0.90 1.25 1.78 2.38 3.27 4.05

Table 3
Matrix statistics.

Matrix N NNZ Cond. λmax λmin

S3DKT3M2 90449 1921955 3.625322E+11 8.7984364E+03 2.4269394E−08
S3DKQ4M2 90449 2455670 1.896133E+11 4.6016534E+03 2.4268619E−08

Table 4
Experimental results of the execution time and solution accuracy.

Matrix Execution time Solution accuracy
1-core 2-core 4-core 8-core 1-core 2-core 4-core 8-core

S3DKT3M2 9.820 5.406 3.336 2.477 0.611E−7 0.898E−7 0.684E−7 0.600E−7
S3DKQ4M2 13.117 7.648 4.047 3.250 0.597E−7 0.407E−7 0.245E−7 0.441E−7

the speedup based on quad-core, octa-core is the speedup based on octa-core. The speedup is computed as the ratio of the
parallel execution time and the execution time using one core. From the results, we see that the MRSMF method is very
suitable for the multi-core system structure and has better scalability.

4.2. Example 2

In this section, we report the results of numerical experiments on Matrix Market problems, that is, Matrices S3DKT3M2
and S3DKQ4M2, which come from finite element analysis of cylindrical shells respectively. They are based on uniform
150 × 100 triangular mesh and uniform 150 × 100 quadrilateral mesh respectively. Corresponding matrix statistics are
demonstrated in Table 3, where N is the dimension of matrix, NNZ is the total nonzero elements, Cond. is the condition
number based on the 1-norm, λmax and λmin are the max eigenvalue and the min eigenvalue respectively.

Here, we let the total level l be 11, the switching level ls be 8, the tolerance τ be 1.0E−07 and the exact solution be
x∗

= (1, 1, . . . , 1)T . Table 4 demonstrates the experimental results of the execution time and solution accuracy. At the
same time, the parallel efficiency and speed-up are also given in Figs. 7 and 8 respectively. From the numerical results, we
see that the MRSMF method not only has a better parallel effect, but also ensures the precision of the solution.
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Fig. 7. Experimental results of efficiency.

Fig. 8. Experimental results of speed-up.

5. Conclusions

In this paper, amulti-core parallel RSMFmethod(in brief, MRSMF) is proposed. Based on themulti-core system structure,
MRSMF method is better to achieve the parallelization of the nested dissection ordering, the symbolic factorization and the
numerical factorization of the original RSMFmethod. Meanwhile, the static load balancing policy is concerned based on the
elimination tree. Experimental results show that MRSMF method is vary effective.
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